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Abstract

Hopfield/constraint satisfaction type networks can be used to learn (autoassociate) patterns. Random inputs to the network will sometimes

converge on states which are learned patterns, and sometimes converge on states which are unlearned/spurious. It would be useful for many

reasons to be able to tell whether or not a given state was learned or spurious. In this paper we present a robust and general method, based on

‘energy profiles’, which allows us to make this distinction. We briefly describe related research, and note links with the study of recall,

recognition and familiarity in the psychological literature.
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1. Introduction

In this paper we are interested in Hopfield/constraint

satisfaction type networks (for a summary, see Hertz,

Krough, and Palmer (1991)), and in particular in the nature

of the stable states created within such networks during

learning.

A trained network contains stable states where all units

are stable (have activations that are consistent with their

input for that state). Random inputs presented to a network

will converge on (iterate until they reach) a stable state. For

this reason, such states are also called ‘attractors’ and

thought of as having a ‘basin of attraction’. Stable states

may correspond to patterns which have been learned by the

network, or to other ‘spurious’ patterns that were not

learned. Spurious states can be numerous, and can have

basins of attraction as large as or larger than those of learned

states.

There are many reasons why it would be useful for a

network to be able to distinguish between learned and

spurious stable states. One specific area of application with

which we are familiar is techniques for increasing the

capacity of networks, or allowing information to be learned

serially/sequentially over time (rather than concurrently in

one training episode). Two approaches which address these

issues are the unlearning account (Christos, 1996; Crick &

Mitchison, 1983; van Hemmen, 1997; Hopfield, Feinstein,

& Palmer, 1983) and the pseudorehearsal account (Robins

& McCallum, 1998, 1999). Both are based on processing

states found by randomly sampling the network. Both could

be significantly improved by recognising spurious states:

unlearning so that spurious states could be selectively

removed, and pseudorehearsal so that learned states could

be selectively reinforced.

In artificial systems, it is of course possible to simply

store a list of all learned states separately from the network,

and classify states found by the network as learned or

spurious by comparing them to the list. The dynamics of the

network can be explored by comparing states at various

stages of processing to known learned states using measures

such as the Hamming distance or direction cosine, see for

example the detailed analysis in Amari and Maginu (1988).

In natural systems such as the human brain, however, it is

not plausible to suppose that a network based associative

memory is augmented by a second separate store of all

learned states. We are interested, therefore, in the case

where the learned states are not separately stored (or

otherwise already known), and the task is to classify a given

state as learned or spurious purely on the basis of

information available within the network. The Hopfield
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type networks explored in this paper have been very popular

and successful as a basis for modelling memory and other

cognitive processes. Hence, the main focus of this paper is

to explore the topic of identifying learned and spurious

states in Hopfield type networks using information gener-

ated within the network. In general terms, it would be useful

for a network to be able to use such internally generated

measures to model degrees of recall, recognition, or

familiarity/certainty. A system which cannot recognise

learned information cannot ‘know what it knows’, or

distinguish between ‘fact’ and ‘fantasy’.

While there has been some promising progress (see

Section 5), there has not to date been any general and robust

method of this kind for distinguishing between learned and

spurious states. In this paper, we present such a method

based on ‘energy profiles’ (Section 2). We illustrate the

method using case studies of two different network types

(Sections 3 and 4). We then discuss related approaches, and

outline topics for further research (Section 5).

2. Energy profiles

For a typical Hopfield type network, a given state of the

network is represented as a pattern of activations.

Underlying the activation of a given unit, however, is

considerably more information. This includes its net input,

the relative sizes of excitatory and inhibitory inputs, the

proportion of maximum possible excitation or inhibition

being received, and so on. In this paper, we focus on the

energy associated with each unit.

Consider for example a standard network where the

activation function is such that the activation ai of a unit i is

1 if the net input to the unit exceeds (or is equal to) a

threshold of 0, and 21 otherwise. The energy hi of a unit is

effectively its net input multiplied by its activation (for

an introduction, see Hertz et al. (1991)). If the energy of a

unit is positive (input and activation have the same sign)

then the unit is stable (the activation function will not cause

it to alter its state). If all the units in a state are stable then

the state as a whole is stable.1

The magnitude of the energy of a unit is determined by

its net input. A unit with high positive energy (i.e. a large net

input, far from the threshold 0) is strongly stable (many

other units would have to change before it will change its

state). A unit with low positive energy (small net input,

close to the threshold) is weakly stable (a single other unit

changing may cause it to change). Given a state we can

order units in terms of their energy. We call this ordering an

energy profile.

Consider for example a network (as described in Section 3

below) of 32 units, which has been trained using Hebbian

learning on four patterns. The energy profile for a typical

stable learned pattern is shown in Fig. 1. Approximately half

the units are in each activation state (21/1). Underlying these

activations, however, there is considerable variation in the

energy of the units, ranging from 16 to 42.

The central claim of this paper is that learned stable

states and spurious stable states have characteristically

different energy profiles. Given the profile of a specific state

we can therefore determine whether it is learned or spurious.

We have found this approach to be robust and reliable using

a range of Hebbian type network configurations and

Fig. 1. The energy profile for a single stable learned pattern.

1 Note that in a stable state the energy of each unit is positive, but as

usually defined the energy of the pattern

E ¼ 21=2
X

i

hi

is negative. Thus, the literature generally discusses patterns using ‘negative

terms’ such as energy minimisation, local minima and so on, while our

focus on individual units is based on positive energy values.
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learning algorithms. In this paper, we present the method

using two case studies: a symmetrically connected network

with Hebbian learning, and an asymmetrically connected

network using delta rule learning.

3. First case study: Hebbian learning

3.1. The network

The simulations described in this section are all based

on the same Hopfield network configuration. The network

consists of 32 units, which have bipolar activations

(21/1), a threshold of 0, and are fully and symmetrically

connected (without self-connections). Unit activations are

updated asynchronously in random order once per

iteration. Each network is trained on a population of

randomly constructed patterns (excluding duplicates)

where elements are set to 21 or 1 with equal probability.

Patterns to be learned are presented in random order once

in a single epoch of training. Weights are adjusted using

basic Hebbian learning:

Dwij ¼ haiaj

where ai and aj are the activations of units i and j: The

learning constant h is set to 1.0, so all weight changes are

of size 1 or 21. Weight changes are made synchronously

for each input pattern.

To assess the performance of a trained network we are

interested in sampling it to find a range of stable states. As

described below, each trained network is sampled with 1000

randomly constructed inputs. Each input is allowed to

iterate until it converges on a stable state. As is usually the

case for bipolar activations, the inverse of a pattern is

counted as being an instance of the pattern.

3.2. Learned and spurious states in a trained network

In our first simulation, the network was trained on a

population of four patterns. After training it was sampled

with 1000 random inputs, each of which was allowed to

iterate until it converged on a final stable state. For 836

samples the final state corresponded to a learned pattern,

with each of the four retrieved with similar frequency (from

a minimum of 164 to a maximum of 252 samples). The

remaining 164 samples converged on unlearned/spurious

states. There were seven distinct spurious states each found

with varying frequency (from 6 to 46 samples).

Both learned and spurious states have on average half

of the units at each activation value. The spurious states

are more numerous, and in general (though not in the case

of this lightly loaded network) can have basins of

attraction as large as or larger than those of learned

states. There is no way, based purely on patterns of

activation, to distinguish between learned and spurious.

The energy profiles of the two kinds of state, however, are

significantly different.

Fig. 1 showed the energy profile of a single learned state.

In Fig. 2, we show the average profiles of the four learned

and the seven spurious states. Compared to learned states,

the spurious states have (on average) both the highest

energy and the lowest energy units. As we shall see over a

range of simulations, this ‘crossover’ relationship between

the profiles is characteristic of learned versus spurious states

in general.

While the characteristic differences between average

profiles are robust, the interesting question is whether

individual states can be correctly classified as learned or

spurious. As an initial method we propose a simple ratio

comparing the high energy and the low energy units. For the

current network (average profiles shown in Fig. 2) this

Fig. 2. Energy profiles for the first simulation, a network trained on four patterns. Profiles shown are averages for the four learned and seven spurious patterns

found when sampling the network.
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‘energy ratio’ is calculated by dividing the sum of

the energies of the three lowest energy units by the sum

of the energies of the three highest energy units.2 The

energy ratio of each individual state found in sampling the

network is shown in Fig. 3. The ratios can clearly be used to

classify individual states. We can set a criterion which

would correctly classify states with an energy ratio greater

than or equal to criterion as learned, and those with an

energy ratio less than criterion as spurious.

For the purpose of exploring the accuracy of this method

we need a principled way of choosing a suitable criterion for

each learned population. In this paper, we adopt a strategy

which correctly classifies all learned states, and we record

how many spurious states are then misclassified as learned.

Specifically, we use as our criterion the lowest energy ratio

of any stable learned pattern (which can be determined

during the learning process).3 For the current network

(Fig. 3) this is the ratio for learned pattern 2, which is 0.24.

Using this as our criterion all states in this population are

correctly classified.

Table 1 shows data relating to this simulation (Run 1)

and nine further replications of the same procedure using a

different (randomly generated) population for each run. The

columns of the table show: the number of patterns in

the training population; the number of the run/replication;

the number of trained patterns/states which are successfully

learned (stable if presented as inputs); the number of learned

states which are found (converged on) as a result of

sampling the network with 1000 random inputs; the number

of distinct spurious states found during this process (recall

that a pattern is counted as equivalent to its inverse); the

criterion for classifying a state as learned (i.e. the lowest

energy ratio of any stable learned state identified during

training); finally the number of spurious states which would

be misclassified as learned using the specified criterion

(have an energy ratio exceeding criterion) and this number

expressed as a percentage of the number of spurious states

found. Under these conditions the ratio measure performs

perfectly on most runs. On only one run, where the structure

of the population is such that the network has failed to learn

all patterns, is the ratio/criterion unusually low, and some

spurious states are misclassified. The last row of Table 1

shows the average for the 10 runs. The ‘Runs’ column entry

‘10(10)’ shows that there were 10 valid runs in the (10)

actual runs completed. (We discuss invalid runs further

below.)

3.3. Analysis

In this section we explore the robustness of classifi-

cations based on the energy profile, testing the performance

of the ratio measure on populations of sizes 4–14. As the

reliable capacity of this kind of network is roughly 0.14N

arbitrary patterns (where N is the number of units, see for

example discussion in Hertz et al. (1991)), we expect

performance to deteriorate for populations larger than 4 or 5.

The data for individual runs of selected population sizes

(as for Table 1) is shown in Appendix A. The analysis

presented in Table 2 shows the averages (as for the bottom

row of Table 1) of 50 runs per population size. For light

Fig. 3. Energy ratios for the first simulation. Ratios shown are for the profiles of each of the individual four learned and seven spurious patterns found when

sampling the network.

2 In exploring networks of various types and sizes we have found that

comparing the lowest and highest 10% of units is generally effective, which

gives us three of each for the current 32 unit network.
3 We adopted this strategy so as to have a simple basis for consistent

comparison—we are not suggesting that it is the best or most ‘natural’.

Other strategies for choosing a criterion will result in different patterns of

misclassification.
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loads, up to populations of size 6 (No. Trained), the network

is able to reliably learn (No. Learned) most of the training

patterns, all of which are found (No. Found) while sampling

the trained network. Less than 5% of spurious states are

misclassified by the energy ratio criterion.

As the load increases, the number of patterns which are

reliably learned, begins to fall. Furthermore, not all training

patterns which are learned (stable when presented as inputs

after training) are actually found when sampling the network

(No. Found , No. Learned). Note also that not all runs are

valid, for example there are 49 valid runs in the 50 runs of

populations of size 10. We classify a run as invalid if none of

the training population patterns was learned. In this case there

is no basis for setting a ratio criterion for learned patterns, and

all stable states of the network are spurious. We do not

include measures from invalid runs in the data. Thus, for

example, for the populations of size 10, the figures shown are

averages of the 49 runs on which at least one training pattern

was learned.

As the training population size increases further, the

overloaded network suffers from a ‘correlation catastrophe’

(van Hemmen, 1997), and fewer and fewer training patterns

are learned. None the less, in networks which do retain some

learned patterns (where a ratio criterion can be calculated)

we can still correctly classify the significant majority of

states.

For comparison with Fig. 2 (trained on four patterns),

Fig. 4 shows the average energy profiles for a single

example run of a network trained on eight patterns, and

Fig. 5 a network trained on 12 patterns. As the load on the

network increases the large differences between average

learned and average spurious profiles converges. The

characteristic crossover relationship, remains however,

and we have observed this in every network of this type

tested. As shown above, the ratio criterion based on these

energy profiles remains reasonably accurate at classifying

individual states even in very heavily loaded nets.

4. Second case study: delta rule learning

The standard Hopfield network using Hebbian learning

described above is able to store accurately roughly 0.14N

arbitrary patterns. Using more powerful ‘error correcting’

algorithms capacity is significantly increased. If we allow

asymmetric connections the theoretical maximum capacity

of such a network is 2N (random) patterns (Gardner, 1987).

The error correcting delta rule can achieve this limit (as long

as weights exist which can encode the given population)

(Gardner, Stroud, & Wallace, 1989). In Hertz et al. (1991),

the authors briefly review the impact of asymmetric

connections, noting that asymmetry effectively introduces

Table 1

Performance of the network learning a population of four training patterns, 10 runs

No. Trained Run No. Learned No. Found No. Spurious Criterion Misclassified

4 1 4 4 7 0.24 0 (0%)

4 2 4 4 5 0.275 0 (0%)

4 3 4 4 2 0.284 0 (0%)

4 4 4 4 6 0.231 0 (0%)

4 5 4 4 16 0.28 0 (0%)

4 6 4 4 15 0.4 0 (0%)

4 7 3 3 5 0.037 3 (60%)

4 8 4 4 20 0.474 0 (0%)

4 9 4 4 6 0.227 0 (0%)

4 10 4 4 6 0.273 0 (0%)

4 10 (10) 3.9 3.9 8.8 0.27 0.3 (3.4%)

Table 2

Performance of the network learning populations of sizes 4–14, averages of 50 runs per population size

No. Trained Run No. Learned No. Found No. Spurious Criterion Misclassified

4 50 (50) 3.96 3.96 10.36 0.31 0.16 (1.5%)

5 50 (50) 4.68 4.68 16.06 0.206 0.42 (2.6%)

6 50 (50) 5.12 5.12 14.74 0.148 0.72 (4.9%)

7 50 (50) 5.38 5.38 13.36 0.112 1.56 (11.7%)

8 50 (50) 5.02 5.02 15.08 0.103 1.54 (10.2%)

9 50 (50) 4.68 4.68 16.6 0.091 2.2 (13.3%)

10 49 (50) 4 3.959 18.245 0.093 3.673 (20.1%)

11 47 (50) 3.362 3.255 20.043 0.091 3.915 (19.5%)

12 49 (50) 3.061 2.898 22.122 0.094 5.327 (24.1%)

13 39 (50) 1.949 1.744 25.846 0.074 5.744 (22.2%)

14 42 (50) 1.833 1.452 27.929 0.082 6.429 (23%)
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some ‘noise’, and may slow down the approach to an

attractor. If the asymmetry is ‘systematic or very strong’

then it can produce limit cycles or chaotic behaviour.

As we are interested in exploring the energy profile

method for a range of different network types and

population sizes, our second case study is based on delta

rule learning.

4.1. The network

The simulations described in this section are all based on

the same Hopfield type network configuration. The network

consists of 32 units, which have bipolar activations (21/1),

a threshold of 0, and are fully, asymmetrically connected

(without self-connections). Unit activations are updated

asynchronously in random order once per iteration. Each

network is trained on a population of randomly constructed

patterns (excluding duplicates) where elements are set to

21 or 1 with equal probability. Patterns to be learned are

presented in random order each epoch of training. Weights

are adjusted using the delta rule:

Dwij ¼ hðti 2 aiÞaj

where ti and ai are, respectively, the target for and activation

of unit i; and aj is the activation of unit j: The learning

constant h is set to 0.5, so all (non-zero) weight changes are

of size 1 or 21. Unit activations are updated synchronously.

Fig. 4. Energy profiles in a network trained on eight patterns. Profiles shown are averages for the five learned and six spurious patterns found when sampling the

network.

Fig. 5. Energy profiles in a network trained on 12 patterns. Profiles shown are averages for the five learned and 38 spurious patterns found when sampling the

network.
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Weight changes are made synchronously, with patterns to

be learned presented in random order once per epoch.

As this kind of network contains many more stable states

(cf. those used in the first case study), each trained network

is sampled with 10,000 (cf. 1000) randomly constructed

inputs. Despite the use of asymmetric connections almost all

inputs converged.4 As before, the exact inverse of a pattern

is counted as being an instance of the pattern.

4.2. The role of noise

In the case of delta rule based networks, noise (during

learning) makes a significant difference to the energy profiles

in the trained net. For example, Fig. 6 shows the profiles for a

network trained on 10 patterns without noise. The population

was learned in 4 epochs. For stable states found in the trained

network (based on 10,000 random inputs) the characteristic

crossover in profiles is present, but not marked. Fig. 7 shows

the same network trained on 10 patterns with noise for a fixed

500 epochs.5 (Almost any kind of noise is effective, our

simulations add a Gaussian value scaled by the number of

units to the net input for each unit.) In this case, the difference

in profiles is very pronounced. Noise has the effect of driving

the net input to each unit away from the threshold of zero.

Weights, which can increase in magnitude do so, which

raises the energy of (net input to) units.6 As a result of this

process the energies of units in trained states tend to fall into a

narrow range, producing a flattish profile, while the energies

of units in spurious states remain highly variable.

Noise has many benefits in artificial neural networks, and

is also present in and beneficial to real nervous systems. In

dynamical neural networks it helps to build robust basins of

attraction. For example, the use of noise in the simulations

described below allows us (as the size of the training

population increases) to find more of the learned states when

sampling the network. While there are, therefore, indepen-

dent motivations for using noise, the analysis of energy

profiles (such as the example in Fig. 7) highlights a new

advantage. Noise can help us to recognise spurious states in

a trained network. It makes the energy profile based

classification of individual learned and spurious patterns

very much more robust.

4.3. Analysis

In this section we explore the energy profile method in

networks trained on populations of various sizes. All

simulations use the delta rule with noise as described

above. As the capacity of these networks is much greater

than those trained using Hebbian learning, the populations

are much larger than those used in the first case study.

The data for individual runs of selected population sizes is

shown in Appendix A. The analysis presented in Table 3 shows

the averages of 50 runs per population size. For light to

moderate loads, up to populations of size 25, the network is able

to reliably learn all of the training patterns, almost all of which

are found while sampling the trained network. Less than 1% of

spurious states are misclassified by the energy ratio criterion.

As the load increases, the number of patterns which are

reliably learned begins to fall, as does the number of learned

patterns found when sampling the network. (Note that even

for the largest training population all runs remain valid, with

Fig. 6. Energy profiles in a network trained on 10 patterns without noise. Profiles shown are averages for the 10 learned and 62 spurious patterns found when

sampling the network.

4 In lightly loaded networks all sample inputs converged. In heavily

loaded nets, on some runs, up to 2% of the 10,000 sample inputs failed to

converge within 1000 cycles. In the results below sample inputs that did not

converge were terminated and replaced with a new input, so all results are

based on 10,000 successful samples.
5 While the population can be learned in a small number of epochs, the

use of noise means that (with decreasing probability) in any subsequent

epoch any pattern may happen to be unstable and result in further learning.
6 This is reflected in the scale of the y axes of our graphs, especially in this

section. If desired, weights could be normalised so that energy values could

be plotted in the same range, without affecting the ‘shapes’ of the profiles.
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at least one pattern learned in every run.) For populations of

more than 30 patterns the network begins to perform quite

poorly, and the number of spurious states misclassified

begins to rise sharply.

For comparison with Fig. 7 (trained on 10 patterns),

Fig. 8 shows the average energy profiles for a single

example run of a network trained on 30 patterns, and Fig. 9

a network trained on 45 patterns. At 30 patterns, heavily

loaded, the crossover relationship between learned and

spurious profiles is still present, but at the very top end of

high-energy units the learned pattern profile uncharacter-

istically exceeds the spurious. At 45 patterns, badly

overloaded, this trend is even further exaggerated, and

the usual relationship between profiles is reversed for high

energy units.

In summary, lightly to moderately loaded networks (of

this type trained with noise) show very pronounced

differences between learned and spurious energy profiles,

and the ratio criterion is extremely effective. However, for

heavily loaded to overloaded networks a new effect in the

relationship between profiles emerges (see Section 5), and

the ratio criterion eventually ceases to be effective. While it

should be possible to invent more successful criteria adapted

to these changes, all simulations in this paper have been

based on the same ratio criterion, so as to thoroughly

explore the generality of one measure.

5. Discussion

5.1. Energy profiles

Distinctions based on energy profiles are very general

and robust. In various test simulations we have found

the characteristic crossover relationship between profiles

(and successfully applied the ratio criterion) in networks of

a range of sizes, using different learning algorithms, using

different architectures (including delta learning in symme-

trically connected networks), and in different activation

spaces (0/1 as well as the 21/1 described in this paper).

These are all perfectly standard networks, nothing needs to

be added or changed to create energy profiles. We are

simply drawing attention to information that is already

present, underlying the patterns of activation. In short, it

appears that different energy profiles for learned and

spurious states are a general property of the whole class of

Fig. 7. Energy profiles in a network trained on 10 patterns with noise. Profiles shown are averages for the 10 learned and 134 spurious patterns found when

sampling the network.

Table 3

Performance of the network learning populations of sizes 10–50, averages of 50 runs per population size

No. Trained Run No. Learned No. Found No. Spurious Criterion Misclassified

10 50 (50) 10 10 193.88 0.468 0 (0%)

15 50 (50) 15 15 674.98 0.354 0 (0%)

20 50 (50) 20 20 1300.48 0.267 0.64 (0%)

25 50 (50) 25 24 1841.46 0.207 10.5 (0.6%)

30 50 (50) 30 23.14 1931.02 0.151 71.5 (3.7%)

35 50 (50) 34.82 17.8 1966.22 0.102 345.48 (17.6%)

40 50 (50) 37.66 12.14 1731.4 0.066 732.32 (42.3%)

45 50 (50) 32.24 6.9 1427.96 0.035 1067.14 (74.7%)

50 50 (50) 17.2 2.62 1274.78 0.02 1137.4 (89.2%)
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Hopfield type network models. It is possible that similar

effects can be found in similar attractor based memory

systems, and in real nervous systems.

What causes the characteristic differences between

profiles? We can only confidently account for the behaviour

of the low energy units. Learning algorithms, particularly

when using noise, tend to drive the net inputs (and hence the

energies) of all units away from 0 (the threshold). Even low

energy units are typically some distance from 0, raising the

low end of the energy profile. No such effect exists for

spurious stable states. Any energy above (or in the case of21

activations equal to) the threshold will suffice. Hence the

great majority of spurious states have at least some energies

at the low end of the profile which are or are close to 0,

resulting in a lower profile when compared to learned states.

It is more difficult to account for the behaviour of the

high-energy units. The raised energies of the high end of the

spurious profiles may be based in part on very strongly

connected sub-networks of units, which do not happen to be

coactive in any individual learned state, becoming active in

spurious states. In short, some strong ‘cell assemblies’ come

to dominate the upper ends of spurious profiles. But this

leaves the behaviour of the heavily loaded/overloaded delta

rule based networks unaccounted for, where some factor

raises the energies of the high end of learned profiles above

those of the spurious again. Of course in all networks, the

regularities described here begin to break down as the

capacity of the network is exceeded, and the learning

algorithm begins to create pathological cases. We intend to

explore these topics in more detail in future research.

5.2. Related work

The task addressed in this paper is classifying stable

states as learned or spurious (based only information

generated within the network). The energy profile method

presented here was first briefly described in Robins and

McCallum (2001).

Other authors have also considered this task. Drogosz,

Nowak, Lewenstein, Tarkowski, and Zochowski (1996)

Fig. 9. Energy profiles in a network trained on 45 patterns with noise. Profiles shown are averages for the 11 learned and 1534 spurious patterns found when

sampling the network.

Fig. 8. Energy profiles in a network trained on 30 patterns with noise. Profiles shown are averages for the 25 learned and 1967 spurious patterns found when

sampling the network.
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(cited in Bogacz, Brown, and Giraud-Carrier (2001)) suggest

that networks may converge more quickly (in terms of

number of iterations) on learned states than spurious ones.

This measure can yield useful results in very lightly loaded

networks (populations smaller than 0.05N), in our simu-

lations (which start with four patterns learned in a 32 unit

network, 0.125N) we have not found it to be effective. More

closely related to our own approach, Gopalasamy and

Dasgupta (1997) calculate a measure based on low energy

units for learned states, and a similar measure for spurious

states, and show that these are reliably different (for

population sizes less than 0.05N). Davey and Adams

(2002) show that the magnitude of the mean energy of the

average of all learned states is (particularly for some learning

algorithms) greater than that of the average of all spurious

states (a possibility first noted by Hopfield et al. (1983)).

They do not explore this measure for individual states, and

we have not found it to be effective for classification in our

simulations. A very different approach is taken by Johannet,

Personnaz, Dreyfus, Gascuel, and Weinfeld (1992). They

demonstrate a method based on encoding ‘cyclic redundancy

checks’ with each pattern to be learned. This essential builds

a measure that is similar to bit parity checking into learned

states, which, when checked, will almost certainly fail for

random/spurious states. This method is highly effective, but

it also requires a very specific extension to the encoding of all

learned patterns, which limits its generality, and seems

particularly implausible in biological systems. In short, we

are not aware of any other method for addressing the task of

distinguishing between learned and stable states which is as

robust (particularly over a range of population sizes) and

general as the energy profile approach.

Other studies have addressed the related task of

determining whether a given input (as presented, not

converged to a stable state) corresponds to a previously

learned pattern or is novel. This is a much simpler problem,

as it does not need to take account of the complex dynamics

of an associative memory. Lewenstein and Nowak (1989)

use a measure of the number of unstable (negative energy)

units. This measure will be high for novel inputs, and 0 (or

low) when the input corresponds to a learned pattern (or a

learned pattern that is only just unstable, as occurs quite

commonly in heavily loaded networks). Similarly Bogacz

et al. (2001) identify novel inputs using the average energy

of the state. This will be close to 0 for novel inputs

(containing a mixture of positive and negative energies) and

strongly positive for inputs corresponding to learned

patterns. Both approaches can detect novel inputs, but will

misclassify inputs which happen to correspond to spurious

stable states as learned. It is interesting to note that several

of the approaches discussed above use information based on

energy, but that the full energy profile contains much more

information, and allows both tasks to be addressed very

effectively.

These specific investigations of the properties of artificial

memory systems can also be seen in the broader

psychological context. In particular, they are related the

topic of recognition (recognising stimuli as having been

experienced before) and the associated study of recall

(retrieving specific learned information)—for an excellent

review of this literature see Yonelinas (2002). There are

several neural network based models of recognition

memory. Recent examples include Bogacz et al. (2001)

and Norman and O’Reilly (2003). These models both

involve a specific module in the network, which is used to

calculate a measure of familiarity. Bogacz et al. (2001),

identify this module with the perirhinal cortex, and as

described above, use it to compute a measure based on the

average energy of units. Norman and O’Reilly (2003)

identify the module with the perirhinal cortex and

associated structures of the medial temporal lobe cortices,

and use it to compute a measure based on the sharpness/

sparseness of representations.

5.3. Summary and future work

In this paper we have presented a method, based on

energy profiles, for distinguishing between learned and

spurious attractors in the Hopfield type family of networks.

Nothing needs to be added to networks to create energy

profiles, we are simply drawing attention to information that

is already present, underlying the patterns of activation. We

have explored the effectiveness of one particular measure

derived from profiles, the energy ratio. We have applied the

ratio measure as a criterion in such a way that all learned

patterns are classified correctly, and examined the number

of spurious patterns, which are misclassified. It would

clearly be useful to explore other measures/criteria derived

from profiles, and different classification schemes (with

respect to the tradeoffs between types of misclassification

error), or the use of a continuous measure of familiarity

(rather than a binary classification).

In future work we intend to further explore the specific

mechanisms that create the different kinds of profile during

learning, the possible contribution of new factors such as

weight decay, and effects such as the changes to profiles that

occur in heavily loaded networks in our second case study. It

would also be of interest to explore structured (rather than

random) training data, and to see if patterns which are not

specifically learned, but are prototypical of learned patterns,

have the profiles/properties of learned or of spurious states.

As noted in the introduction, it should be possible to use the

classification of stable states to improve the capacity of

networks and their performance in serial learning tasks, by

selectively strengthening learned states, and/or unlearning

spurious states.

Finally, the relevance of the energy profile method to

models of recognition and recall, and its application to

modelling specific psychological data, may prove to be an

interesting area for further exploration. Given the range of

network types in which we have observed reliable energy

profile based distinctions, it is possible that such profile
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based effects can be found in other attractor based memory

systems, and in real nervous systems.

Appendix A

First case study: 50 individual runs of populations of size

4 as shown in Table 2.

No.

Trained

Run No.

Learned

No.

Found

No.

Spurious

Criterion Mis-

classified

4 1 4 4 7 0.24 0 (0%)

4 2 4 4 5 0.275 0 (0%)

4 3 4 4 2 0.284 0 (0%)

4 4 4 4 6 0.231 0 (0%)

4 5 4 4 16 0.28 0 (0%)

4 6 4 4 15 0.4 0 (0%)

4 7 3 3 5 0.037 3 (60%)

4 8 4 4 20 0.474 0 (0%)

4 9 4 4 6 0.227 0 (0%)

4 10 4 4 6 0.273 0 (0%)

4 11 4 4 24 0.556 0 (0%)

4 12 4 4 5 0.222 0 (0%)

4 13 4 4 6 0.273 0 (0%)

4 14 4 4 12 0.4 0 (0%)

4 15 4 4 7 0.217 0 (0%)

4 16 4 4 3 0.194 0 (0%)

4 17 4 4 14 0.222 0 (0%)

4 18 4 4 7 0.227 0 (0%)

4 19 4 4 7 0.273 0 (0%)

4 20 4 4 19 0.556 0 (0%)

4 21 4 4 9 0.275 0 (0%)

4 22 4 4 18 0.556 0 (0%)

4 23 4 4 9 0.303 0 (0%)

4 24 4 4 15 0.556 0 (0%)

4 25 4 4 3 0.273 0 (0%)

4 26 4 4 9 0.333 0 (0%)

4 27 4 4 3 0.25 0 (0%)

4 28 3 3 4 0.217 0 (0%)

4 29 4 4 12 0.275 0 (0%)

4 30 4 4 18 0.556 0 (0%)

4 31 4 4 12 0.333 0 (0%)

4 32 4 4 8 0.217 1 (12.5%)

4 33 4 4 8 0.222 0 (0%)

4 34 4 4 4 0.222 0 (0%)

4 35 4 4 9 0.217 0 (0%)

4 36 4 4 5 0.217 0 (0%)

4 37 4 4 9 0.303 0 (0%)

4 38 4 4 25 0.647 0 (0%)

4 39 4 4 11 0.173 0 (0%)

4 40 4 4 20 0.467 0 (0%)

4 41 4 4 6 0.333 0 (0%)

4 42 4 4 8 0.275 0 (0%)

4 43 4 4 21 0.474 0 (0%)

4 44 4 4 12 0.217 1 (8.3%)

4 45 4 4 26 0.509 0 (0%)

4 46 4 4 11 0.4 0 (0%)

4 47 4 4 5 0.12 1 (20%)

4 48 4 4 6 0.306 0 (0%)

4 49 4 4 15 0.273 0 (0%)

4 50 4 4 5 0.12 2 (40%)

4 50 (50) 3.96 3.96 10.36 0.31 0.16 (1.5%)

First case study: 50 individual runs of populations of size

8 as shown in Table 2.

No.

Trained

Run No.

Learned

No.

Found

No.

Spurious

Criterion Mis-

classified

8 1 4 4 6 0.053 3 (50%)

8 2 3 3 12 0.138 0 (0%)

8 3 6 6 19 0.169 0 (0%)

8 4 7 7 33 0.176 0 (0%)

8 5 1 1 9 0.221 0 (0%)

8 6 3 3 10 0.08 1 (10%)

8 7 3 3 10 0.071 1 (10%)

8 8 7 7 22 0.084 4 (18.2%)

8 9 6 6 17 0.151 0 (0%)

8 10 6 6 5 0.089 0 (0%)

8 11 6 6 29 0.118 1 (3.4%)

8 12 5 5 27 0.098 1 (3.7%)

8 13 4 4 15 0.127 2 (13.3%)

8 14 2 2 3 0.034 3 (100%)

8 15 3 3 9 0.093 0 (0%)

8 16 4 4 7 0.067 2 (28.6%)

8 17 4 4 12 0.143 0 (0%)

8 18 8 8 13 0.057 3 (23.1%)

8 19 6 6 20 0.121 1 (5%)

8 20 2 2 12 0.081 4 (33.3%)

8 21 8 8 25 0.086 0 (0%)

8 22 4 4 23 0.119 0 (0%)

8 23 2 2 16 0.097 1 (6.2%)

8 24 7 7 18 0.079 3 (16.7%)

8 25 8 8 14 0.04 8 (57.1%)

8 26 7 7 20 0.067 7 (35%)

8 27 5 5 7 0.139 0 (0%)

8 28 7 7 18 0.133 0 (0%)

8 29 5 5 7 0.109 0 (0%)

8 30 8 8 45 0.128 0 (0%)

8 31 5 5 12 0.042 8 (66.7%)

8 32 5 5 7 0.12 0 (0%)

8 33 4 4 14 0.119 0 (0%)

8 34 6 6 20 0.156 0 (0%)

8 35 4 4 19 0.125 1 (5.3%)

8 36 8 8 25 0.123 0 (0%)

8 37 3 3 22 0.07 3 (13.6%)

8 38 6 6 11 0.072 4 (36.4%)

8 39 4 4 4 0.169 0 (0%)

8 40 5 5 6 0.037 2 (33.3%)

8 41 8 8 20 0.096 1 (5%)

8 42 7 7 14 0.164 1 (7.1%)

8 43 5 5 18 0.087 2 (11.1%)

8 44 7 7 23 0.079 1 (4.3%)

8 45 6 6 10 0.032 6 (60%)

8 46 6 6 11 0.184 0 (0%)

8 47 3 3 6 0.065 1 (16.7%)

8 48 3 3 11 0.091 0 (0%)

8 49 4 4 6 0.08 2 (33.3%)

8 50 1 1 12 0.077 0 (0%)

8 50 (50) 5.02 5.02 15.08 0.103 1.54 (10.2%)
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First case study: 50 individual runs of populations of size

12 as shown in Table 2.

No.

Trained

Run No.

Learned

No.

Found

No.

Spurious

Criterion Mis-

classified

12 1 2 2 15 0.117 0 (0%)

12 2 4 4 24 0.06 9 (37.5%)

12 3 1 1 15 0.036 11 (73.3%)

12 4 2 2 12 0.13 2 (16.7%)

12 5 1 1 15 0.021 11 (73.3%)

12 6 5 5 20 0.036 14 (70%)

12 7 5 4 35 0.043 14 (40%)

12 8 6 6 32 0.091 4 (12.5%)

12 9 4 4 19 0.138 0 (0%)

12 10 0 0 10 0 0 (0%)

12 11 7 7 48 0.067 7 (14.6%)

12 12 1 1 25 0.105 4 (16%)

12 13 4 4 19 0.051 6 (31.6%)

12 14 5 5 27 0.083 2 (7.4%)

12 15 6 5 47 0.023 30 (63.8%)

12 16 5 4 47 0.054 17 (36.2%)

12 17 1 1 16 0.147 0 (0%)

12 18 1 1 24 0.073 3 (12.5%)

12 19 1 1 10 0.233 0 (0%)

12 20 2 2 7 0.063 3 (42.9%)

12 21 2 2 9 0.143 1 (11.1%)

12 22 3 3 12 0.097 2 (16.7%)

12 23 3 3 27 0.034 20 (74.1%)

12 24 1 1 22 0.22 0 (0%)

12 25 5 5 48 0.067 14 (29.2%)

12 26 6 6 43 0.035 19 (44.2%)

12 27 3 3 29 0.07 7 (24.1%)

12 28 1 1 16 0.298 0 (0%)

12 29 1 1 3 0.046 2 (66.7%)

12 30 3 3 28 0.113 1 (3.6%)

12 31 2 2 28 0.114 1 (3.6%)

12 32 3 3 11 0.053 6 (54.5%)

12 33 3 3 5 0.101 1 (20%)

12 34 2 2 8 0.146 0 (0%)

12 35 2 2 34 0.075 3 (8.8%)

12 36 7 6 15 0.075 5 (33.3%)

12 37 7 6 21 0.079 2 (9.5%)

12 38 2 2 9 0.079 1 (11.1%)

12 39 1 1 5 0.224 0 (0%)

12 40 1 1 13 0.211 0 (0%)

12 41 5 5 44 0.086 5 (11.4%)

12 42 5 5 56 0.065 10 (17.9%)

12 43 2 2 14 0.068 3 (21.4%)

12 44 2 0 8 0.034 8 (100%)

12 45 2 1 27 0.068 1 (3.7%)

12 46 2 2 15 0.071 3 (20%)

12 47 4 4 22 0.067 6 (27.3%)

12 48 2 2 8 0.103 1 (12.5%)

12 49 3 3 22 0.096 0 (0%)

12 50 2 2 15 0.093 2 (13.3%)

12 49 (50) 3.061 2.898 22.122 0.094 5.327 (24.1%)

Second case study: 50 individual runs of populations of

size 10 as shown in Table 3.

No.

Trained

Run No.

Learned

No.

Found

No.

Spurious

Criterion Mis-

classified

10 1 10 10 132 0.452 0 (0%)

10 2 10 10 111 0.422 0 (0%)

10 3 10 10 211 0.478 0 (0%)

10 4 10 10 168 0.461 0 (0%)

10 5 10 10 182 0.486 0 (0%)

10 6 10 10 246 0.441 0 (0%)

10 7 10 10 270 0.497 0 (0%)

10 8 10 10 195 0.469 0 (0%)

10 9 10 10 205 0.531 0 (0%)

10 10 10 10 175 0.484 0 (0%)

10 11 10 10 175 0.472 0 (0%)

10 12 10 10 129 0.458 0 (0%)

10 13 10 10 225 0.469 0 (0%)

10 14 10 10 215 0.478 0 (0%)

10 15 10 10 145 0.42 0 (0%)

10 16 10 10 181 0.46 0 (0%)

10 17 10 10 190 0.493 0 (0%)

10 18 10 10 221 0.514 0 (0%)

10 19 10 10 287 0.483 0 (0%)

10 20 10 10 172 0.455 0 (0%)

10 21 10 10 201 0.556 0 (0%)

10 22 10 10 210 0.502 0 (0%)

10 23 10 10 187 0.5 0 (0%)

10 24 10 10 173 0.489 0 (0%)

10 25 10 10 163 0.413 0 (0%)

10 26 10 10 196 0.467 0 (0%)

10 27 10 10 213 0.448 0 (0%)

10 28 10 10 156 0.43 0 (0%)

10 29 10 10 262 0.459 0 (0%)

10 30 10 10 290 0.584 0 (0%)

10 31 10 10 207 0.533 0 (0%)

10 32 10 10 191 0.477 0 (0%)

10 33 10 10 171 0.449 0 (0%)

10 34 10 10 203 0.495 0 (0%)

10 35 10 10 181 0.483 0 (0%)

10 36 10 10 228 0.463 0 (0%)

10 37 10 10 132 0.403 0 (0%)

10 38 10 10 161 0.435 0 (0%)

10 39 10 10 232 0.468 0 (0%)

10 40 10 10 184 0.461 0 (0%)

10 41 10 10 226 0.449 0 (0%)

10 42 10 10 244 0.514 0 (0%)

10 43 10 10 167 0.468 0 (0%)

10 44 10 10 192 0.464 0 (0%)

10 45 10 10 135 0.399 0 (0%)

10 46 10 10 231 0.466 0 (0%)

10 47 10 10 222 0.443 0 (0%)

10 48 10 10 178 0.432 0 (0%)

10 49 10 10 184 0.434 0 (0%)

10 50 10 10 139 0.418 0 (0%)

10 50 (50) 10 10 193.88 0.468 0 (0%)
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Second case study: 50 individual runs of populations of

size 30 as shown in Table 3.

No.

Trained

Run No.

Learned

No.

Found

No.

Spurious

Criterion Mis-

classified

30 1 30 26 1367 0.138 60 (4.4%)

30 2 30 24 2049 0.17 41 (2%)

30 3 30 21 2315 0.155 104 (4.5%)

30 4 30 21 1786 0.137 104 (5.8%)

30 5 30 25 1967 0.156 51 (2.6%)

30 6 30 20 2484 0.16 85 (3.4%)

30 7 30 25 2016 0.171 37 (1.8%)

30 8 30 24 2262 0.171 51 (2.3%)

30 9 30 24 2093 0.162 47 (2.2%)

30 10 30 26 1530 0.135 101 (6.6%)

30 11 30 18 2067 0.132 144 (7%)

30 12 30 24 1495 0.151 32 (2.1%)

30 13 30 24 1935 0.155 54 (2.8%)

30 14 30 19 1799 0.153 50 (2.8%)

30 15 30 21 2155 0.158 81 (3.8%)

30 16 30 23 1136 0.117 70 (6.2%)

30 17 30 18 2296 0.154 82 (3.6%)

30 18 30 27 2033 0.154 68 (3.3%)

30 19 30 24 2069 0.158 60 (2.9%)

30 20 30 23 1752 0.145 70 (4%)

30 21 30 23 1669 0.161 35 (2.1%)

30 22 30 27 1900 0.167 33 (1.7%)

30 23 30 25 2099 0.17 38 (1.8%)

30 24 30 24 2416 0.147 135 (5.6%)

30 25 30 21 2321 0.165 78 (3.4%)

30 26 30 25 2145 0.166 42 (2%)

30 27 30 27 2060 0.162 58 (2.8%)

30 28 30 26 1702 0.129 105 (6.2%)

30 29 30 25 2336 0.178 32 (1.4%)

30 30 30 22 2018 0.137 113 (5.6%)

30 31 30 25 1746 0.147 67 (3.8%)

30 32 30 18 2148 0.149 83 (3.9%)

30 33 30 20 1937 0.152 80 (4.1%)

30 34 30 21 2352 0.155 79 (3.4%)

30 35 30 25 1853 0.138 102 (5.5%)

30 36 30 27 1243 0.145 42 (3.4%)

30 37 30 24 1713 0.128 105 (6.1%)

30 38 30 20 1669 0.127 107 (6.4%)

30 39 30 18 1967 0.147 96 (4.9%)

30 40 30 21 1719 0.142 64 (3.7%)

30 41 30 18 1762 0.153 51 (2.9%)

30 42 30 25 2079 0.155 73 (3.5%)

30 43 30 26 2218 0.176 44 (2%)

30 44 30 24 1755 0.163 32 (1.8%)

30 45 30 24 1474 0.132 80 (5.4%)

30 46 30 26 1915 0.145 76 (4%)

30 47 30 22 1985 0.145 106 (5.3%)

30 48 30 22 2139 0.152 97 (4.5%)

30 49 30 28 1964 0.144 79 (4%)

30 50 30 21 1641 0.146 51 (3.1%)

30 50 (50) 30 23.14 1931.02 0.151 71.5 (3.7%)

Second case study: 50 individual runs of populations of

size 45 as shown in Table 3.

No.

Trained

Run No.

Learned

No.

Found

No.

Spurious

Criterion Mis-

classified

45 1 41 5 2006 0.053 1176 (58.6%)

45 2 17 1 801 0.028 648 (80.9%)

45 3 41 7 1672 0.052 959 (57.4%)

45 4 26 5 1064 0.011 1039 (97.7%)

45 5 39 6 1187 0.037 842 (70.9%)

45 6 37 10 1388 0.042 931 (67.1%)

45 7 39 9 1462 0.032 1191 (81.5%)

45 8 38 4 1567 0.026 1399 (89.3%)

45 9 30 5 1517 0.036 1166 (76.9%)

45 10 33 7 1789 0.026 1596 (89.2%)

45 11 32 7 1186 0.044 740 (62.4%)

45 12 14 4 1222 0.024 1078 (88.2%)

45 13 20 3 1152 0.007 1147 (99.6%)

45 14 29 7 1115 0.03 939 (84.2%)

45 15 34 9 1913 0.031 1600 (83.6%)

45 16 29 4 1150 0.03 932 (81%)

45 17 34 10 1039 0.032 831 (80%)

45 18 27 6 1046 0.02 963 (92.1%)

45 19 27 6 1179 0.028 987 (83.7%)

45 20 34 1 2250 0.034 1835 (81.6%)

45 21 38 17 1260 0.031 1023 (81.2%)

45 22 30 6 1507 0.052 844 (56%)

45 23 31 9 1464 0.03 1246 (85.1%)

45 24 45 7 1845 0.057 995 (53.9%)

45 25 22 7 733 0.028 582 (79.4%)

45 26 41 9 1615 0.049 1019 (63.1%)

45 27 39 9 1644 0.024 1495 (90.9%)

45 28 40 10 2209 0.028 1965 (89%)

45 29 31 4 1508 0.032 1177 (78.1%)

45 30 18 3 997 0.028 816 (81.8%)

45 31 45 9 1966 0.069 834 (42.4%)

45 32 44 8 1740 0.053 1053 (60.5%)

45 33 28 5 1300 0.033 1025 (78.8%)

45 34 34 6 1877 0.051 1094 (58.3%)

45 35 16 1 913 0.034 571 (62.5%)

45 36 34 5 1823 0.024 1634 (89.6%)

45 37 37 9 1328 0.048 755 (56.9%)

45 38 36 9 1806 0.046 1151 (63.7%)

45 39 21 7 1624 0.031 1322 (81.4%)

45 40 41 18 1526 0.052 838 (54.9%)

45 41 32 9 1003 0.03 809 (80.7%)

45 42 38 9 1140 0.032 922 (80.9%)

45 43 25 2 1027 0.036 683 (66.5%)

45 44 25 5 1241 0.021 1127 (90.8%)

45 45 28 6 1585 0.027 1381 (87.1%)

45 46 33 8 1183 0.034 912 (77.1%)

45 47 31 3 1454 0.035 1127 (77.5%)

45 48 27 9 1427 0.04 975 (68.3%)

45 49 37 7 1318 0.037 1004 (76.2%)

45 50 44 13 1630 0.05 979 (60.1%)

45 50 (50) 32.24 6.9 1427.96 0.035 1067.14 (74.7%)
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